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Introduction (Common)
Clingo is an ASP system that offers users the ability to ground and solve logic-based
problems. ASP here stands for Answer Set Programming and acts as a modelling language
that allows users to solve combinatorial problems. Problems that arise in a number of
different facets of computer science, such as finding models of propositional formulae and
finding the shortest or cheapest paths in certain instances. Overall, combinatorial problems
mostly involve the grouping and ordering of various objects in a discrete set of objects, under
explicitly defined conditions.

In this project, the team went through and evaluated the utility this system offers by making
use of it to solve a number of such problems to assess its limitations and capabilities. The
types of problems used involve varying degrees of complexity and practicality, as will be
discussed in the next section.

Methodology (by Amirhossein Razavi)
Given that we have tested and gone over the capabilities of a given tool, we can justifiably
say that our methodology of analysis is Observational. Although our nature of testing
involved us providing a variety of problems for Clingo to solve, we collected data regarding
the types of solutions the system presented us with and checked the validity of these
provided solutions alongside the resources required by the software in solving them.

Software
We used the online version of Clingo made available on the Potassco website for our tests.
[1] The software itself offers several features which we used to conduct our testing, ranging
from the ability to use pre-built problems of variable difficulty to allowing custom problems to
be defined for the software to solve, all the way to offering different configurations for solving
a given problem.

Procedure
The team’s procedure for conducting the tests was simple in design. A selection of problems
was chosen that were intended to be used to test Clingo and its various features. The
problems chosen were of varying complexity to assess the limitations of the software
properly, as well as having two versions of some of the problems but of escalating
complexity to determine the relationship between complexity and results. Also, each of the
chosen problems were ran on the four different running modes (default, brave, cautious, and
enumerate all) of Clingo and the results were used to collect data on the following criteria to
satisfy the analysis of the software:

● Time taken to solve the problem.
● Accuracy of resulting solutions.
● Data provided regarding a given problem.
● Resources used by the software in solving the problem (in terms of memory

allocation and/or CPU usage).

The team also examined the usability of Clingo in terms of syntax (how hard it would be to
learn the syntaxes), ease of use (how easy would it be to encode a problem), and
understanding the results it gives using more general modeling languages as a contrasting



point. Since we are aware that Clingo offers a wide selection of features that aren’t
necessarily present in many other modeling languages, the authors assessed the effects of
these extra features on the software’s performance and usability as well.

The team also contrasted these results with another ASP system called SModels, which
helped us see where Clingo stands among similar modeling languages. The team chose
specific problems from the set of problems we used for Clingo based on a variety of criteria
and then had the other software attempt to solve them as well. This allowed a measure of
comparison between the different datasets and solutions, allowing us to distinguish between
the strengths and weaknesses of Clingo.

Problems
For this project, the team used eight problems to test the capabilities of Clingo and used
some of them in the SModels to compare their results with each other. The eight problems
are as follows:

1. Guilty or Innocent
2. Guilty or Innocent (Modified)
3. Flying Birds
4. N-Queens
5. Four-Color Theorem
6. Logic Puzzle Problem #1
7. Logic Puzzle Problem #2
8. Restaurant

Most of the problems chosen are well-known examples for modeling languages, resulting in
the possibility of expanding this report to other logic programming languages. All the
problems in logic programming present a set of facts and rules about some problem domain
to the system and ask the system to provide the answers it finds, but why did we use eight
problems to test Clingo?

These eight problems had specific reasons to be used in order to test Clingo. The original
“Guilty or Innocent” and “Flying Birds” problems were included in our test set to see how
Clingo performs when the given problem has only one possible answer set and no other
options. The “Guilty or Innocent (Modified)” problem is to see how the performance metrics
such as time and memory/CPU usage change regarding the original version of the problem
where the problem is very simple. The “N-Queens” and “Four-Color Theorem” problems help
us see how the Clingo gets affected by having many answer sets. The “Logic Puzzle #2” and
“Restaurant” problems are in our examples to test for problems that the Clingo might
encounter on a more general level, when presented with scenarios that may be found in
games or books. “Logic Puzzle #1” does the same, but it also tests to see if there are any
effects on Clingo’s performance when the problem incorporates a vast amount of code.

Syntax and Ease of Use (by Akaf Khurshid)
ASP (Answer Set Programming ), is a technique based on logic programming that allows us
to define a generative space in abstract terms, then iteratively place constraints on this
generative space to change the output to what we want. This method is oriented towards



combinatorial search problems, where the goal is to find a solution among a large, but finite,
number of possibilities. An example of a simple program in Clingo is:

{a}.
b :- a.
{c} :- not a.
d :- not b, not c.
:- c, not a.

Running Clingo to find answers by using this command:
! clingo example.lp 0

Which example.lp contains the code and 0 is the number of answer sets. By default, Clingo
computes 1 answer set. If 0 is replaced by another number greater than zero (e.g. N), Clingo
will compute N answer sets.

After executing, The output will be:

Reading from example.lp
Solving...
Answer: 1
d
Answer: 2
a b
SATISFIABLE

Models       : 2
Calls        : 1
Time         : 0.002s (Solving: 0.00s 1st Model: 0.00s Unsat: 0.00s)
CPU Time     : 0.001s

It should be noted that there is no way to tell Clingo in which order to print the answer sets.

True False If And Or Iff Negatio
n

Strong
Negation

Clingo :- , ; not -

Logic ⊤ ⊥ ⟶ ⋀ ⋁ ↔ ¬ ~
Table 1 (Conventions)

As seen with the example above it can be seen that Clingo can have multiple answers where
each answer is a stable model for the constraints that the program gives. To define a
problem in Clingo it is crucial to know the syntax as it allows users to code the problem in
Clingo without potential misrepresentation. To define the knowledge base for the program
such as ‘penguins can swim’ or that ‘q’ exist within the knowledge base in Clingo write:

1. swim(penguins).
2. q.



Line 1 swim(penguins).’ states that there is a function ‘swim’ and that function contains
‘penguins’ through this the program has defined that ‘penguins can swim’ in Clingo. Line 2
states that there is ‘q’ therefore ‘q’ is a fact for the program. Note that functions and
constants cannot start or have uppercase letters within them, as that defines a variable in
Clingo that will be explained later on. Also note that every statement in Clingo needs to end
with ‘.’, this allows Clingo to know when the start and the end of a statement. Just defining
the knowledge base doesn’t represent a problem as there are no rules defined. Rules use
the knowledge base to find more facts/atoms for a given program, such as:

1. q.
2. p :- q.

Line 1 states that ‘q’ is in the knowledge base, line 2 defines that there is ‘p’ if there is ‘q’, ‘:-’
is the if condition on Clingo. ‘p’ is the head for the rule. This is the same as ‘q implies p’ from
logic, with line 2 Clingo will derive the atom ‘p’, making the answer for this program:

q p

There can be multiple conditions for a rule that are separated by a ‘,’ this means ‘and’ within
the condition. Such as:

1. swim(penguins).
2. bird(penguins).
3. -fly(X) :- swim(X), bird(X).

Line 1 and 2 states ‘penguins’ is in ‘swim’ and ‘bird’. In line 3 states ‘swim AND bird implies
-fly’ to write this in Clingo we need to use a variable, the variable used is ‘X’ for this program.
‘X’ is a variable that is in ‘swim’ and ‘bird’ then ‘X’ is in ‘-fly’ as well.

Another type of rule that can be defined in Clingo is Choice Rule, which allows the program
to have disjunction in the head of the rule, to write choice rule in Clingo such as ‘the
knowledge base may or may not contain ‘p’, if the knowledge base contains ‘p’ then ‘q’ may
or may not be an atom’, choice rule are written with curly braces around the head:

1. {p}.
2. {q} :- p.

Line 1 states that ‘p’ is a choice rule, hence there is an answer set that does not contain ‘p’
and another answer set that does contain ‘p’, if line 1 was the whole program then Clingo will
give the following as the answer to the program:

Answer: 1

Answer: 2
p

This is the same as ‘the knowledge base may or may not contain ‘p’’, with line 2 ‘{q} :- p.’ it is
defined that ‘p implies {q}’ the choice rule ‘{q}’, therefore there are two answer sets produced
from this rule, one without ‘q’ and one with ‘q’. together with the last answers there is:

Answer: 1

Answer: 2



p
Answer: 3
p q

There are only 3 answer sets as the second choice rule branches off the first one.

With multiple choice rules the answer sets increase proportionally to the number of choice
rules, however not all the answer sets produced are valid for the problem that is being
coded. Integrity Constraints solve this problem by putting constraints on the answer set
produced by Clingo, this is done by writing the constraint/s after ‘:-’. Such as:

1. {p}.
2. {q}.
3. :- p, q.

In this program there are two choice rules, without line 3 the answer sets are:
Answer: 1

Answer: 2
p
Answer: 3
q
Answer: 4
q p

However with line 3, it is defined that ‘p AND q’ cannot be in the answer set, thus only having
the first 3 answers the program.

There can be multiple variables in a function, this helps define more complex problems such
as graphs in Clingo.

1. city(a).
2. city(b).
3. road(X,Y) :- city(X), city(Y), Y!=X.

This program states that is city a, city b and if there are two cities that are different then there
is a road between them. Another way to declare city a and city b is ‘city(a;b).’ with a and b
separated by a ‘;’. Line 3 defines that ‘X’ from city, ‘Y’ from city and ‘Y’ is not that same as ‘X’
then there is a road from ‘X’ to ‘Y’. Thus the answer set for this program is:

Answer: 1
city(a) city(b) road(b,a) road(a,b)

Note that the answer set has all the atoms for the program, however this can be hard to read
when looking for something, for instance if there are 100 cities then it will be hard to read the
answer set. To remedy the program can states that only show the roads in the answer set, to
do this the the program will have ‘#show road/2.’. This will show all roads with two predicates
stated by the ‘road/2’:

Answer: 1
road(b,a) road(a,b)



Results of Tested Problems (by Muhammad Adeel Zafar)
Over the course of the team’s testing, several key points were made incredibly apparent.
Both in terms of the effectiveness of Clingo, but also the speed it employs and the ease of its
use in contrast to other similar software.

In this section, we’ll be discussing the effectiveness of Clingo, as opposed to its ease of use
which was discussed in the previous section. In order to test the effectiveness of Clingo, the
team utilised a wide variety of different test problems. These problems ranged from the
example problems provided by Clingo itself, modified versions of those problems and then
more complex problems that we found and implemented that were not present in the
provided example set.

As seen in the appendix, one of the most distinct points to consider when it comes to
deciding on how effective Clingo is falls to how quickly it is able to solve given problems. As
such, our first value of note in the results for each problem and each mode of Clingo was the
time taken for Clingo to return the answer set. The team tested the time needed by Clingo
through problems of varying complexity, beginning with something simple like the Guilty or
Innocent Problem, then increasing the complexity of said problem, all the way to replicating a
logic puzzle for Clingo to work through in Logic Puzzle Problem #1. In these three example
cases, the complexity of the problems being solved undoubtedly increased, given that the
number of rules and atoms grows exponentially. We go from a meagre 4 rules and atoms in
the original Guilty or Innocent Problem, to 64 rules and 51 atoms in the modified version of
the same problem, all the way to 5024 rules and 1266 atoms in Logic Puzzle Problem #1.

In order to test whether different types of changes in complexity caused any substantial
differences in efficiency, we started simple with basic problems like the Guilty or Innocent
Problem or the Flying Birds Problem. Upon finding that Clingo had no issues with solving
these types of simple problems in a miniscule amount of time (less than 1 second), we
moved on to using choices as a means of increasing complexity. By providing Clingo with
choices in our problems, as seen in the modified version of the Guilty or Innocent Problem,
we began to escalate the model-level and the number of rules and atoms. However, despite
even massive leaps in these given values, Clingo continued to perform with no real issues,
offering results in under a second in most cases. In fact, the only time we pushed Clingo
anywhere close to a tenth of a second was in the case of Logic Puzzle Problem #1, where
Clingo took 0.096s to find a solution. This was also the only case where the software took
long enough to warrant a distinct output of 0.01s on both its solving time and its 1st model
time, whereas in all other problems tested the results had shown to be zero due to the time
taken being too minor for Clingo to consider noteworthy. Due to this, it was near impossible
to judge how much of the time being used was allocated to which parts of finding a solution.

With complexity not being an issue for Clingo to handle, the team moved to a different
avenue of evaluation. Next, we tested the different modes Clingo had to offer so that we
could assess if there were any possible cases where these modes would be ineffective, or
perhaps simply be too tedious for users to make use of. This is where we first ran into a
potential weakness Clingo displayed which was not as apparent in its default running mode.
When it comes to problems with particularly large answer sets, such as the N-Queens
Problem, Clingo’s ‘Brave’ or ‘Enumerate All’ modes end up listing all possible answers in an
instant. In such a case, it becomes incredibly difficult for users who may be searching for a



specific answer case to sort through all the possible cases in order to find a single distinct
solution.

Additionally, there are also cases where certain modes of Clingo may crash due to the
software reaching some internal quota of resources being used. As is the case in the
‘Enumerate All’ mode for the Four-Color Theorem Problem where the browser simply
crashes, very likely due to the sheer amount of possibilities that Clingo has to process. This
is further confirmed by the fact that Clingo has no issue presenting users with solutions to
the problem itself in its other modes. It is only in one specific mode that the software seems
to crash, highlighting a weakness in that specific type of scenario, regardless of how niche it
may be.

As far as data presented to users through results is concerned, however, Clingo is extremely
detailed in the statistical results it provides, if the user so requests these results. The
software provides ample information ranging from the more expected details such as
number of atoms, rules and constraints to the more nuanced facets of data such as the
amount of loops or backjumps. Overall, the statistical data provided by Clingo is incredibly
powerful and detailed, allowing users access to knowledge that would in many cases be
unavailable.

Comparing Clingo to other Software (by Arya Mazloomi)
The program SModels is an implementation of the stable model semantics for logic
programs. SModels can be used either as a C++ library that can be called from user
programs or as a stand-alone program together with a suitable front-end.

The main front-end is Lparse. Lparse is a front-end that adds variables to the accepted
language and generates a variable-free simple logic program that can be given to SModels.
Lparse also implements several other semantics (classical negation, partial stable models)
by translating them into normal logic programs.

Assume that the file program contains a logic program. A stable model would typically be
computed as follows:



Logic programs in SModels format consist of:
● Normal Rules
● Choice Rules
● Cardinality Rules
● Weight Rules
● Optimization Statements

Such a format is obtained by grounder Lparse.

Below is a table which shows the running time of SModels + Lparse vs Clingo, in seconds,
for the N-Queens Problem.

N - Queen Problem Clingo SModels

15-queens 0.049 s 0.62 s

16-queens 0.046 s 0.102 s

17-queens 0.050 s 0.352 s

18-queens 0.054 s 0.588 s

100-queens 1.98 s -

As we can see, SModels is far slower than Clingo by comparison. As we increase the
number of queens, SModels struggles with handling the data. Particularly, in the case of 100
queens, SModels crashed whereas Clingo was able to manage the same problem in
approximately 2 seconds..

Another experiment comparing SModels + Lparse performance over different types of
semantics is shown below. SModels has the worst performance in handling semi-semantics.



SModels

The team also compared the outputs of Clingo vs Smodels in the Appendix for the following
problems:

● Guilty or Innocent Problem
● Flying Birds Problem
● N-Queens Problem

In all problems, SModels returns different numbers of atoms for the same problems which
implies that the way in which Lparse and SModels derives atoms from a given problem is
fundamentally different when compared to Clingo. But the results are the same.
On the other hand, The outputs of Flying Birds Problem are different. Clingo solves the
problem in a short time.  However, unlike Clingo, SModel cares about the weakly restricted
variables.
Since the syntax of SModels and Lparse is not the same as Clingo, The code for the
SModels is different. The Clingo solved the problem with a better running time. SModels is
not as powerful as Clingo since Clingo has more modes and better running time than
SModels and Lparse.

In summary, Clingo has a better performance overall, and is more reliable for solving ASP
problems. And whilst SModels can perform relatively well on simpler cases, it is quite fairly
outperformed by Clingo the more complex our problems become.



Conclusion (Common)
Overall, the purpose of this study was to push the limits of Clingo and ascertain its value as
a tool used to solve logical problems. From their findings, the authors have come to the
verdict that whilst there are certain cases where Clingo may cause users frustration when
dealing with particularly large answer sets, the software largely has no issues in dealing with
increasingly complex logical problems both quickly and efficiently. In addition, Clingo also
offers users access to statistical data that may prove incredibly useful for a variety of
different purposes, whether they be algorithm analysis or simply optimizing previously found
solutions to a given problem.

Appendix (Common)

Guilty or Innocent Problem
Problem

Default



Brave



Cautious

Enumerate All



SModels Output

Guilty or Innocent Problem (Modified)
Problem



Default



Brave



Cautious



Enumerate All

Flying Birds Problem
Problem



Default

Brave



Cautious

Enumerate All



SModels Output

N-Queens Problem
Problem

Default



Brave





Cautious



Enumerate All











Since SModels and Lparse are using a different syntax, We had to change the code.

SModels Output:



Four-Color Theorem Problem
Problem

Default



Brave

Cautious

Enumerate All
Browser crashes.



Logic Puzzle Problem #1
Problem



Default

Brave



Cautious

Enumerate All



Logic Puzzle Problem #2
Problem



Default

Brave

Cautious



Enumerate All



Restaurant Problem
Problem

Default



Brave

Cautious



Enumerate All
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